Confident moderates can make a population vulnerable to extremism
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Common sense suggests that the more resistant that moderate-minded individuals are to the
persuasion of those with more extreme views, the larger will be the initial ‘seed’ of evangelical
extremists needed to convert the population to the extreme stance (assuming this conversion occurs).
We find however that this is not the case in a minimalistic mean-field model of social opinion. Rather,
the more steadfast that moderates are in their moderate position, the fewer proselytizing zealots
are needed to win over the population. This conclusion holds up well under a variety of violations of
the simplifying assumptions of our model, with one notable exception—if the moderates themselves
begin to persuasively promote the moderate view, then the population as a whole becomes largely

incapable of ideological takeover by the extremists.

I. INTRODUCTION

Transnational terrorism is currently a persistent reality
in many parts of the world [1, 2]. As a result it has
become critical to understand how extremist groups grow
within local regions and how a population’s receptiveness
toward a committed extremist faction can aid or deter the
spread of extremism through the population [3-5].

In this paper, we present a simple dynamical system
that suggests a surprising conclusion in this emerging
field of research: A population whose citizens have a
stronger tendency to take a moderate rather than ex-
treme stance can actually be more susceptible to evan-
gelism by extreme factions. We consider several elabora-
tions of the model that all point to this same conclusion,
but we also find that when moderates promote modera-
tion with enough success, extremism can no longer over-
whelm the population. In other words, to remain an
appreciable fraction of the population, moderates need
champions too.

II. THE MODEL

We start by dividing the population into four differ-
ent camps: There are those that hold extreme opinion
A, those that hold the conceptually opposing opinion B
(in the simplest case, just the negation of A), those that
do not hold either A or B (we call these moderates), and
those that hold A and are immune to the influence of oth-
ers. We partially overload notation, using A, B, AB, and
A,, respectively, to denote the individuals in these four
subpopulations and even sometimes the subpopulations
themselves (Fig. 1).

The dynamics of the basic model we want to consider
are deterministic, continuous and mean-field. One way
to derive them is as a limit of the following random pro-
cess: Suppose time is discrete and for each time step we
select two nodes uniformly at random from the popula-
tion (without replacement). We randomly choose one of

FIG. 1: The four subpopulations considered by the model.
The A and B subpopulations are composed of uncommitted
individuals who believe A and B, respectively. The AB sub-
population denotes the moderates (those that endorse neither
A nor B). The A, subpopulation is composed of individuals
that believe A and are committed to it—they cannot be con-
vinced by others in the population to change their mind. The
relative sizes of the four regions in the schematic indicate the
approximate relative sizes of the subpopulations at an inter-
mediate point in a representative simulation. The fact that
each pair of regions shares a boundary reflects that the four
types of individuals can each interact with each other in the
discrete-time dynamics described in the main text.

them to be the speaker and the other the listener. If the
speaker is an A or B and the listener is a B or A, respec-
tively, then the listener is dissuaded from its extremist
position and becomes an AB with probability 1. How-
ever if the listener is an AB, then with probability o(< 1)
it remains a moderate when spoken to by an extremist
from either camp, while with probability 1 —o¢ it becomes
an A if the speaker is an A and a B if the speaker is a B.
Hence o reflects a sort of stubbornness on the part of the
AB listeners to migrate from their moderate position to
an extreme view. In all other cases, there is no change in
the state of the speaker and listener (Table I).

We now let n4, ng, and nap denote the fractions of
the total population corresponding to the uncommitted
A, B, and AB subpopulations, respectively. The fraction



’ Speaker ‘ Listener‘ Outcome | Probability

B A-AB 1
A, A _
AB A-AB o
A-A 1—-0
A B-AB 1
B _
AB B-AB o
B-B 1—0

TABLE I. A list of all possible interactions in our discrete-
time finite-population model that can lead to a change of
opinion. The outcome column gives the outcome of the inter-
action in the format Speaker-Listener. The value of o lies on
the unit interval and reflects the stubbornness of the moder-
ates to stay moderate.

of the total population corresponding to the committed
A subpopulation is represented by the parameter p to in-
dicate that in any run of the dynamics, we will treat it as
a constant, but we will consider how varying it leads to
changes in the eventual state of the system. Using this
new notation, the limits of a large population (growing
like the total number of individuals N) and vanishing
time step (shrinking like 1/N) reduce our discrete dy-
namics to the pair of density rate equations:

C%A =1 —-0o)(p+na)nap —nang,

(1)
dnB
el (1—0)ngnap — (p+na)ns.

This system is more general than it may seem given
the above derivation. For example, we can arrive at the
same dynamics without assuming that every time an A
talks to a B, the B converts to the AB position—it’s
enough to assume the conversion from B to AB happens
with some probability p’ < 1 (if we assume the same for
conversions of A listeners to AB by B speakers). In fact,
however, we don’t even need to assume that conversion
between the different states happens via one-on-one in-
teractions. An equally plausible story could be proposed
for individuals who spontaneously convert to a different
state in response to the fractions of different subpopu-
lations in their mean-field environment. In the strictest
sense, the only assumption that we make for the behavior
of the real-world system is the dynamics (1) themselves.

III. BEHAVIOR OF THE MODEL

If we run the system (1) to equilibrium for different
values of p from the initial condition that all individuals
are of opinion B except for a small fraction committed to
opinion A, we find that the final state changes dramati-
cally as we increase p through a critical value p. (roughly
0.1 for values of o around 0.5). For p < p. the system
ends similar to how it started—almost all the individuals
maintain B. However as p passes through p., the system
undergoes a first-order (discontinuous) phase transition
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FIG. 2: The phase transition observed in the model system
for o = 0.5, as viewed in terms of the long-time fraction of B
believers in the population (ng). In partial analogy to phys-
ical systems exhibiting phase transitions, we might describe
np as an order parameter for the system. A discontinuity in
np occurs at p. = 1/9 (the vertical dashed line is only meant
to guide the eye; it is not part of the function). At higher
values of p, np is zero. The curve for np can be computed
exactly from (1).

and for p > p. the entire population quickly reaches a
consensus on A (Fig. 2).

The critical value p. is not a constant but a function
of 0. Remarkably, we can solve (1) exactly to obtain this
relationship in closed form (which has not been possible
in previous studies on related models [3]). The phase
portrait of (1) has two nullclines that osculate in a sad-
dlenode bifurcation in the positive quadrant when p = p..
From these two nullclines, we can derive four solutions of
n4 and np in terms of p and o. Two of these correspond
to the two intersections resulting from the saddlenode bi-
furcation, so if we set the two corresponding expressions
for na equal to each other, we obtain an expression for

0.15

0.1

Pe
0.05

0 0.5 1
(o)

FIG. 3: A plot of the p.-o curve for the model of stubborn
moderates. The mathematical form of this curve is given by

Eq. (2).
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FIG. 4: Representative evolution of system (1) for p = 0.1
and o = 0.9.

pe in terms of o. This simplifies to

_4—70+302—2\/3—110+15o2—903+204
o 4 —40 + o2 )
(2)

This starts from p. = 1 — 3/\@ ~ 0.134 at ¢ = 0 and
drops to p. = 0 as o approaches 1 (Fig. 3). Hence, not
only does increased stubbornness of moderates make the
population more vulnerable to ideological takeover by ex-
tremists, but it does so arbitrarily—for any p > 0, there
is a o large enough that this p is enough to sway the
entire population to the extreme viewpoint.

It is interesting to ask why such an unintuitive relation-
ship holds; is there a different way of viewing the problem
that makes it more intuitive? First observe that increas-
ing o both reduces the flow of individuals to opinion B as
well as the flow of individuals to opinion A. The former
seems to suggest that an increase in o should lower the
p needed to convert the network to A (as we find) while
the latter suggests that it should raise the p necessary
to convert everyone to A. This quantitative tug-of-war
is ultimately decided by the dynamics, but a more intu-
itive way of understanding the outcome is to regard o as
amplifying the extent to which the B’s are drained away,
allowing the committed A’s to convert the AB popula-
tion without significant competition from the B’s. This
explanation is consistent with the time evolution of the
model system (Fig. 4).

We conclude this section by returning to the finite-
population, discrete-time-step model that we introduced
at the beginning. It is natural to consider the time till
consensus on A when p > p. for the finite population
model—the infinite population model suggests that it
should be short. Extensive numerical simulations show
that this consensus time, which we’ll denote as T, scales
like log N (Fig. 5). This agrees with a very recent study
on a related model [3] and in fact has a simple infor-
mal explanation from dynamical systems theory: The
finite dynamics are confined to the intersection of the
half-spaces ny = 0, ng = 0 and ng + ng < 1 — p, and
on that region they effectively jump between adjacent
square regions with side lengths of order 1/N. As N
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FIG. 5: The consensus time 7. as a function of N for the
finite-population, discrete-time-step model with p = 0.3. The
points indicate numerical data averaged over 100 trials, and
the lines represent linear best fits in semilog space. The best
fits corresponding to ¢ = 0.0, 0.2, 0.4, and 0.6 are T, =
1.20log N + 7.83, 1.38log N + 8.23, 1.58log N + 9.72, and
2.471log N + 9.89, respectively.

is increased, the finite dynamics approach (1), in which
trajectories approach fixed points exponentially fast. We
can examine when any one of these trajectories enters
the square of size length 1/N centered on the fixed point
(along the slower dimension) by setting ae~%%c = ¢/N for
constants a, b and ¢ and solving for T, as a function of
N. As expected, we find T, ~ log N.

IV. RECONSIDERING THE ARBITRARY
ASSUMPTIONS OF THE MODEL

In keeping the original model as simple as possible,
we have neglected the possibility that a real social sys-
tem could have additional dynamics at play that would
weaken or eliminate the unintuitive relationship that we
saw in the previous section. So we now turn to con-
sider several extensions of the basic model that probe this
idea directly, generalizing the model in various directions
and then assessing whether the interesting features of the
original model are robust in the generalized system.

First we examine the effect of including a spontaneous
return to the AB state from the A and B states at a rate
r. With this addition, the dynamics (1) become

dg—tA =1 —-0)(p+na)nap —nang —rna,
dnB (3)
e (1—0)ngnap — (p+na)ng —rng.

In this system, the new terms corresponding to a spon-
taneous deradicalization may reflect that extremist indi-
viduals could occasionally conclude by introspection or
from observations in the nonsocial world around them
that a moderate view makes more sense. Paradoxically
however, we find from studying the phase portrait of (3)
that increasing r increases the per capita impact of ex-
treme factions—when we examine the phase portrait for



system (3), we find that increasing r reduces the number
of extremists needed to convert the entire population.

Alternatively, we might include a committed fraction
for B, B., with a fraction size of q. This changes the
dynamics to

dg—tA =(1—-0o)(p+na)nap —nalg+np),

dns (4)

T (1—-0)(g+np)nap — (p+na)np.
We again turn to phase portraits, now finding that if the
difference between p and ¢ is large enough, then two of
the three intersection points of the two nullclines coalesce
in a saddle node bifurcation and the population becomes
either almost all convinced of A (if p > ¢) or almost all
convinced of B (if ¢ > p). The critical difference between
p and ¢ does depend on the actual values of p and ¢, and
the exact mathematical relationship is complicated, but
if ¢ is fixed and small and we keep p greater than ¢, then
the qualitative structure of this model is essentially the
same as that of the original model (1).

We also might want to allow the moderates to influ-
ence extremists into giving up their extremism for a more
balanced view. Assuming the moderates are effective at
doing so with some (positive) rate constant r, the model
equations become

C%A =(1—0)(p+na)nap —nang —rnanap,

dns ()

el (1—0)ngnap — (p+na)ng —rnpnag.

For small enough r, increases in r actually make the pop-
ulation more vulnerable to being overrun by extremism.
However for larger r, increases in r make the population
less vulnerable to extremist evangelicals and almost en-
tirely moderate. This non-monotone relationship is due
to a second bifurcation that produces a second phase
transition. Although we leave a detailed study of this
second bifurcation for future work, it will be critical to
understand this structure to fully characterize the trade-
off between encouraging neutrality and incurring vulner-
ability toward system-wide extremism.

The way that we have used o in the above systems
keeps the rate constants of the reactions involving listen-
ing AB individuals below all other reactions. However
we might want to consider the opposite case, where re-
actions involving AB listeners proceed faster than other
reactions. This might make sense for a population that

is highly balkanized into social groups where holding the
opinion A or B is more comparable to group member-
ship than intellectual conviction. In this social setting,
individuals might migrate from one group to another for
social rather than philosophical reasons—e.g. the new
group better meets their relational needs or provides
them with a stronger sense of social purpose. This com-
plementary case in which AB’s hastily abandon their un-
affiliated status to join an extreme faction can be ex-
pressed formally by rescaling time such that the factor
of (1 — o) is switched to the reactions not involving AB
individuals. From (1) this gives the system

dTLA
el (p+mna)nap — (1 —o)nang,
(6)
dTLB
e ngnap — (1 —o)(p+na)ng.
We again let o range over the unit interval, and the re-
sulting curve for p. in terms of o turns out to be

pC:4—0'—2\/3—0'. (7)

4 —40 + 02

Oddly the final value of this curve, 3—2+v/2, recently ap-
peared in another study on a related but different model
of opinion dynamics [4] and appeared in our own asymp-
totic analysis of a more complicated model of opinion
dynamics than the one reported here. It remains to be
seen whether this value might represent a universal limit
for a certain class of opinion dynamics models.

V. FINAL REMARKS

Although we considered several important generaliza-
tions of our basic model, there are many more that could
be investigated: We could look at the effect of includ-
ing more intermediate states besides AB (e.g. spectra of
opinion states like A/AAB/ABB/B). Or we could try
further variations on the dynamics—for instance, allow-
ing infrequent conversions directly from A to B and vice
versa. We could also experiment with finite time dynam-
ics that are more restrictive than allowing any pair of in-
dividuals to interact: Another study on a related model
includes evidence that its results are robust to changes
in connection topology [3] and our preliminary numeri-
cal work with random graphs suggests the same for our
conclusions.
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